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 Performance Sampling
 in Social Matches

 James C. March and
 James G. March

 The copyright for this article is the
 public domain.

 This research has been'supported by
 grants from the Ford Foundation and the
 Spencer Foundation. The Ford Foundation
 grant was made through the National
 Academy of Education. The paper has
 profited from comments by Louis R.
 Pondy, Aage Sorensen, and Nancy B.
 Tuma.

 1

 A more conservative listing might have
 pairings between resident and neighbors,
 employer and employee, and seller and
 buyer; and we will occasionally use such
 language. We believe, however, that it is
 a mistake to limit the metaphor of choice
 to individuals, and wish to question our
 conventional theological and linguistic
 preferences for such a limitation. Simi-
 larly, in using terms like "voluntary" and
 "consent" to describe behavior, we do
 not intend to suggest that the behavior is
 unconstrained, that the relation is with-
 out coercion, or that consent is necessar-
 ily informed consent. The terms are used
 as a plain language interpretation of so-
 cial pairings that are terminated by with-
 drawal of either party.

 September 1978, volume 23

 Many social structures can be viewed as collections of
 interconnected voluntary social pairings, for example,
 matches between jobholders and jobs, husbands and
 wives, or residents and neighborhoods. A general per-
 formance sampling model is suggested as a framework
 for exploring how mutual evaluation within such
 matches affects their continuation, and thus the structure
 of matches involved. The model treats continuation in a
 pairing as a decision made under conditions of imperfect
 information. It emphasizes the sampling errors involved
 in using small samples of observations to form judg-
 ments about matches. There are indications that the
 sampling characteristics of the process will often be
 robust enough to obscure other effects. The specific im-
 plications of one version of the model are shown to
 agree well with general observations from social mobility
 studies and more specific data from Wisconsin school
 superintendents. The implications of performance sam-
 pling for understanding careers in organizations and so-
 cial pairings more generally are discussed. In contrast to
 an earlier paper, which explored major features of the
 gross structure of matches between superintendencies
 and superintendents, the present paper looks at the fine
 structure of the ways in which individuals leave jobs. The
 attempt is both to illuminate how a particular system of
 careers might arise from a series of elementary decisions
 with respect to job exits, and to connect a theory of or-
 ganizational careers more explicitly with theories of other
 social pairings.

 Many social linkages can be viewed as voluntary pairings.
 The relation between husband and wife, resident and resi-
 dence, job and jobholder, teacher and student, product and
 buyer are all examples of social matches that are voluntary
 in the sense that we imagine them to require some form of
 mutual consent.' Interconnected changes in pairings produce
 social structures of marriages, residences, careers, con-
 sumption patterns, and other matches. Associated with
 such structures are theoretical ideas about social mobility,
 specifically market theories of pairings (Stigler, 1961; Ed-
 wards, 1969; Becker, 1973) and Markovian and semi-
 Markovian models of movement (Blumen, Kogan, and
 McCarthy, 1955; White, 1970; Singer and Spilerman, 1974;
 Tuma, 1975). Although there are manifest differences be-
 tween a social structure of careers and structures of mar-
 riages, residences, consumption, or other matches, there
 are broad similarities in mobility data taken from these ap-
 parently different domains. As a result, there is some reason
 to look for simple explanations of matching processes that
 are general enough to apply to different kinds of social pair-
 ings.

 An earlier paper on Wisconsin school superintendents
 (March and March, 1977) showed how major features of
 the structure of matches between high-level management
 jobs and managers (Wisconsin school superintendents) could
 be approximated by assuming random matches between in-
 distinguishable individuals and indistinguishable jobs. Such
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 Performance Sampling in Social Matches

 an approximation seems adequate for many ordinary fore-
 casting and decision purposes and suggests some important
 features of careers in top management positions. In particu-
 lar, it was argued that a nearly random career structure was
 produced by the increasing difficulty of making reliable dis-
 criminations among individuals and jobs for the higher posi-
 tions in a career structure. Such an explanation, however,
 does not tie the gross structure of movement within a
 career system tightly to the fine structure of how individuals
 leave jobs. Nor does it link the process of job matching to a
 broader conception of social matches. The present paper is
 an effort in both directions. We elaborate a simple, baseline
 model of performance assessment in social matches. The
 model describes how important features of data on social
 mobility, including the key deviations from randomness ob-
 served in the data on Wisconsin school superintendents
 (March and March, 1977) may be attributed to statistical
 consequences of forming estimates of attributes on the
 basis of samples of performances. The main focus for much
 of the paper is on top managerial careers, but the intention
 is to describe a general framework for looking at any kind of
 voluntary pairing.

 IMPERFECT INFORMATION AND PERFORMANCE
 SAMPLING

 The most common theoretical notions about formation and
 dissolution of pairings treat them as a result of some kind of
 rational calculation. A pairing is formed when, for each part-
 ner, there is no other available partnership that would be
 better. It is terminated when that condition does not hold.
 The formation and continuation of a match depend on its
 attractiveness relative to alternatives. Matches are assumed
 to be stable if, for each partner, the advantages of the exist-
 ing pairing over alternative pairings continue or are aug-
 mented over time. For example, for marriage formation the
 world is viewed as consisting of a pool of men and a pool of
 women. Each man and each woman has certain attributes
 that are valued by potential partners. Men and women
 marry, divorce, and remarry until no one can do better
 through voluntary pairing. Similarly, the world of work is
 viewed as consisting of a pool of workers and a pool of
 jobs. Each worker and each job has certain attributes that
 are valued by potential partners. The pairings of jobs and
 workers are such that neither workers nor jobs can do bet-
 ter through voluntary pairing.

 Assumptions of rationality in the formation of social pairings,
 like assumptions of rationality in other domains of human
 behavior, seem to require substantial qualification to fit ob-
 served patterns of pairing. For example, there are legal and
 social constraints on the formation and dissolution of social
 pairings. At most, the rationality of pair-formation is ratio-
 nality subject to constraints.

 In addition, two familiar complications in rationality affect.
 rational theories of social pairings:

 Imperfect information. In order to make rational pairings,
 potential partners must assess all relevant attributes of all
 possible partners, or at least gather as much of that infor-
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 mation as is justified by the costs of obtaining it. The infor-
 mation available for some kinds of pairings in which we are
 interested (e.g., marriage, jobs) is generally incomplete. As a
 result, it may be necessary to make assumptions about how
 information is obtained, inferences are formed, and deci-
 sions made without complete information.

 Endogenous changes. In simple theories of rationality it is
 assumed that attributes of goods and the preference func-
 tions of actors for them are exogenous to decisions based
 on them. Similarly, stationary Markov models assume
 exogenous rates of movement. But there is considerable
 indication that both attributes and preferences change as a
 result of actions. It may be necessary to make some as-
 sumptions about how attributes of partners or values as-
 sociated with attributes change as a consequence of a
 match (Scitovsky, 1976; March, 1978).

 Such limitations of simple rational models have generated
 theories of imperfect information, of the economics of in-
 formation, and of the impact of decisions on cognitions, and
 mutual learning. In this paper we describe an imperfect in-
 formation model as a possible interpretation of the process
 of forming and breaking voluntary matches.

 Most studies seem to indicate that duration of a match in-
 creases the likelihood of its future continuation (Bartholo-
 mew, 1973). A frequent explanation is to view the out-
 come as the consequence of differential retention within a
 heterogeneous population. If each pairing has some chance
 of persisting from one year to the next, and this chance is
 constant over time for each pair but varies among pairs, the
 collection of enduring pairs will include a smaller and smaller
 representation of low persistence pairs as time passes. As a
 result of this social sorting, the average chance of continua-
 tion will increase with length of match, even though no pair
 changes.

 Alternative explanations relate increases in the likelihood of
 continuation with duration of a match to changes in the
 probabilities associated with individual pairs. For the most
 part, these explanations emphasize the transformation of
 the strength of the pairing through mutual adaptation of the
 partners. It is possible to imagine that experience in a pairing
 will lead partners to become more strongly attached to each
 other. That is, husbands and wives, or workers and jobs,
 increase their competence for dealing with each other, or
 the rewards they provide each other, at the cost of more
 generalized competences or rewards relevant to the whole
 pool of pairings (March and Simon, 1958; Tuma, 1976; Han-
 nan, Tuma, and Groeneveld, 1977). Alternatively, the
 changes can be seen as changes in preferences. Husbands
 and wives, or workers and jobs, modify their preferences for
 attributes so as to increase their mutual attractiveness rela-
 tive to the attraction each has for outsiders. This bilateral
 specialization of competences, rewards, or affections will
 generally reduce the chance that either partner will want to
 end the pairing.

 Social sorting and adaptation theories posit similar effects on
 the propensities of both partners. Some other theories of
 change over time predict that the propensities should move
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 Performance Sampling in Social Matches

 in opposite directions. An unanticipated decrease in the
 wealth of a husband should, according to some theories,
 increase his interest in maintaining his present marriage, but
 reduce his wife's interest. An increase in general compe-
 tence of a worker should (according to some theories) de-
 crease the attractiveness of the current job to the worker,
 but increase the worker's attractiveness to the job. Accord-
 ing to such theories, the rates of voluntary and involuntary
 departures from a job will move in opposite directions over
 time. Since many forms of mobility data do not permit dis-
 aggregation of voluntary and involuntary exits, it has not al-
 ways been easy to use empirical data to test the alternative
 theoretical ideas unambiguously.

 The model in this paper also considers the effect of duration
 of a match on future continuation of the match. Like models
 of social sorting and adaptation, the present model treats
 the attributes of partners as controlling the process. How-
 ever, it emphasizes the informational consequences of per-
 formance sampling. The core idea is that matches are
 formed on the basis of imperfect information. Additional in-
 formation is provided by experience in the match. As infor-
 mation is accumulated, estimates of partner attributes
 change in a way that is (on average) predictable. Longer
 duration of a match leads (on average) to better information
 about the partners. Although the model is a social sorting
 model, it emphasizes the sampling errors involved in sorting
 on the basis of small samples of performances (Deutsch
 and Madow, 1961; White, 1963; Tversky and Kahneman,
 1971).

 As students of the economics of information have noted,
 consumers secure information about products through vari-
 ous forms of prior signals (e.g., price) and through consump-
 tion (Nelson, 1970; Spence, 1974; Rosener, 1976). Similar
 comments can be made about information used in other
 social pairings. Workers use signals such as wages; em-
 ployers use signals such as education; and both supplement
 such signals with experience in the employment relation.
 Men and women use premarital signals to assess the attrac-
 tiveness of a potential marriage, and they supplement that
 information with actual experience in a marriage.

 Performance sampling is the experiential observation of
 partners in a match. Two partners observe each other and
 themselves to gain information about their attributes,
 capabilities, and feelings. The information gained through
 experience affects subsequent assessments of the attrac-
 tiveness of the match. Although it would be possible to
 imagine the deliberate design of a performance sample by
 one or both partners, the emphasis here is on the natural
 experiments that life provides.

 Information gathering through performance sampling is
 complicated by the ways individuals observe and assess
 events in significant social relations. It seems obvious that
 inference and belief are subject to predictable systematic
 biases that would affect the duration of pairs. It seems likely
 that information on attributes often induces efforts (perhaps
 successful) to change those attributes. No attempt to in-
 clude such complications is made here. The present intent is
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 to describe a simple model structure that shows the central
 ideas of performance sampling in the hope that others will
 elaborate those ideas in ways that more adequately reflect
 the subtlety of our knowledge about how individuals form
 estimates of each other on the basis of observations. For
 purposes of the present discussion, it is assumed that ob-
 servation is made without error, that attributes do not
 change as a result of information about them, and that only
 very simple beliefs are formed.

 In this elementary version of performance sampling, per-
 formance of one of the partners provides information about
 some attribute of that partner to both members of the pair.
 The information may support each partner's intentions to
 remain in the match; it may encourage one or the other (or
 possibly both) to look elsewhere. For example, information
 on the capabilities of a husband as a lover may lead either
 husband or wife to revise prior estimates of the attractive-
 ness of the match. As those observations continue over
 time, the relevant estimates may reach a point at which
 withdrawal by one of the partners is precipitated.

 PERFORMANCE SAMPLING IN MANAGERIAL CAREERS

 Although performance sampling is relevant to any form of
 social pairing, both the data and the specific models to be
 used here are specific to the process by which individual
 managers and specific managerial positions are joined. The
 focus allows both the models and their implications to be
 made more specific, and to be related to some empirical
 data. It has the usual costs of limiting generality.

 The structure of a performance sampling career system is
 built into the procedures of most formal organizations and
 forms the basis for the model of the process. In a general
 way, it is assumed that individuals enter an organization with
 some performance capabilities. These capabilities may re-
 flect factors that do not change (e.g., ability, prior training),
 factors that change as a career develops (e.g., job experi-
 ence, reputation), or factors related to the difficulty of the
 job. Jobs provide opportunities for exhibiting the capabilities
 of an individual. As a result of being observed exercising
 capabilities when given opportunities, an individual accumu-
 lates a record of performance. That record is a history of the
 outcomes attributed to an individual's behavior. The record is
 translated into the reputation of an individual by memory and
 recall. Careers are produced by vacancies and reputations.
 When vacancies occur, workers with good reputations prog-
 ress in their careers, workers with moderate reputations do
 not progress, and workers with poor reputations are fired,
 and thus create new vacancies.

 In such a description, careers are produced by organizations
 making distinctions among individuals (as indeed they appear
 to try to do). At the same time, individuals make distinctions
 among jobs and organizations. Jobs have capabilities for
 satisfying demands of jobholders and accumulate records
 and reputations based on those capabilities. Better jobs have
 lower turnover than poorer jobs, and careers are produced
 by the sequential selection of jobs. The duality of matches,
 the fact that they involve mutual choice, is easily obscured
 by a metaphor of careers.
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 Performance Sampling in Social Matches

 The mutuality of choice may be particularly important in
 considering careers in top managerial positions. At least in
 some cases (March and March, 1977), social sorting in
 executive careers appears to be characterized by more en-
 during differentiation among jobs than among jobholders.
 Because individuals are ordinarily more likely to disappear
 from a top management career system than are jobs (posi-
 tions), a system of dual social sorting on jobs and jobholders
 leaves greater heterogeneity among jobs than among
 jobholders. As a result, it is easier to distinguish among jobs
 than among executives.

 This description of the process has the virtue of conforming
 to the apparent procedures of most formal organizations and
 to conventional terminology of careers. The one-sidedness
 of the description can be moderated by viewing promotion
 as an occasion on which a match is broken by the individual
 and exist as an occasion on which it is broken by the job, by
 considering performance to be a joint consequence of indi-
 vidual and job capabilities, and by remembering that both
 individuals and jobs develop reputations over a series of
 matc hes.

 Performance-based sorting systems are a standard feature
 not only of organizations but of social life more generally.
 Such systems have been subject to numerous critiques in
 recent years, questioning many aspects of the meaning,
 measurement, and moral significance of merit as exhibited
 through performance sampling. Our interest is much nar-
 rower. It emphasizes how important features of career sys-
 tems can be understood as arising from the problems of
 imperfect information in the evaluation of performance and
 the use of experience as a source of information.

 Careers, of course, are both produced by vacancies and pro-
 duce vacancies (White, 1970). Net aggregate rates of
 movement are connected by some simple accounting equa-
 tions. In a relatively large, relatively stable system of jobs,
 however, fluctuations in vacancies are small enough that
 they can probably be ignored; and the movement of indi-
 viduals through careers can be considered as a process in
 which vacancies will exist for individuals who qualify for
 promotion and the rates of movement will be in balance. In
 such a system of jobs, it is possible to treat the world as
 evaluating administrators and trying to promote good ones
 and remove bad ones, subject to limitations of information.

 Such a description of the process conforms to most casual
 efforts to understand how managers get ahead, or don't, in
 executive careers. It assumes that things are, in some
 sense, what they appear to be. It remains to ask whether, if
 things are what they appear to be, the process would pro-
 duce the pattern of careers that we observe.

 DATA AND RESULTS

 Data from a career system in educational administration
 were used to explore the model. A career in educational
 administration can be seen as consisting of a period of expe-
 rience before becoming a school superintendent, a series of
 appointments to superintendencies, and a period after leav-
 ing the last superintendency. It may also include interrup-
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 Special acknowledgment is due H.
 Thomas James, who initiated the collec-
 tion of the data while he was Assistant
 State Superintendent of Public Instruction
 in Wisconsin and who supervised its
 completion for this study; and Mary E.
 James and Louise Morrisey for their
 work in filling the holes in the data.

 3

 Separate elementary districts are
 excluded from the data. The number of
 such districts varies over time but con-
 sisted of 54 districts in 1972.

 4

 For a discussion of such career surfaces
 and an examination of them for the
 American college presidency, see Cohen
 and March (1974).

 5

 In the present paper only those devia-
 tions that are associated with duration of
 the match, number of matches, and age
 of superintendents are considered.
 Another source of deviation from the
 career patterns predicted by a pure
 chance model is heterogeneity among
 school districts (jobs) in their attractive-
 ness. Jobs are graded by the size and
 location of the districts. This heterogene-
 ity among jobs is clearer than is any grad-
 ing among individual superintendents by
 their individual characteristics.

 tions of various lengths between appointments to superin-
 tendencies. The present study considers careers as superin-
 tendents for all persons who held at least one school
 superintendency in Wisconsin during the period 1940-1972
 (March and March, 1977). The data were gathered from the
 records of the Wisconsin State Department of Public In-
 struction, standard biographies, records of the University of
 Wisconsin School of Education, and personal interviews.2 A
 record of Wisconsin superintendency careers that was es-
 sentially complete for the 33-year period was constructed.
 The restriction to a single state introduces some error pro-
 duced by individuals whose careers as superintendents in-
 volved crossing state boundaries. Previous studies have indi-
 cated that the error is small (Knezevich, 1971), since almost
 all careers in educational administration are limited to a
 single state. The data involved 1,528 individuals and 454
 school districts.3 Appointments of individuals to superinten-
 dencies generated 2,516 pairings. Data on superintendency
 matches formed during the period are complete. Data on
 attributes of individuals are less complete. For example, we
 know the ages of individuals in 60 percent of all cases, and
 95 percent of the cases of individuals beginning careers
 after 1949.

 The main interest is in understanding variations in the age-
 and-tenure-specific promotion and exit rates. The promotion
 rate is the rate at which superintendents of given age,
 length of service in their present superintendency, and
 number of previous superintendencies go to new superin-
 tendencies. The exit rate is the rate at which they go to
 other jobs or retirement.

 The data on Wisconsin superintendents from 1940 through
 1972 were used to determine the promotion and exit rates
 specific to a particular age, tenure, and number of previous
 superintendencies.4 In an earlier paper (March and March,
 1977) we discussed the extent to which the careers of
 these superintendents could be approximated by the
 simplest of random models in which the chancIe of going to
 another superintendency and the chance of leaving the
 ranks of superintendents in any year was the same for all
 years and all superintendents. A strict random model as-
 sumes only chance variations from constant rates of promo-
 tion or exit. The observed surfaces show some systematic
 deviations from such expectations:5

 1. As superintendents approach retirement age (i.e., from
 about age 58 onward), the promotion rate declines to a value
 very close to zero, and the exit rate rises very rapidly.

 2. Before age 58, both the promotion rate and the exit rate
 show a similar pattern as a function of tenure (controlling for
 age and number of superintendencies). The rates are rela-
 tively low the first year, rise to a peak about the second,
 third, or fourth year, and decline thereafter. The exit rate
 appears to peak a year or two later than the promotion rate.

 3. Before age 58, the relative magnitudes of the promotion
 rate and the exit rate change as a function of the number of
 superintendencies served. Promotion rate becomes relatively
 larger with each additional superintendency.
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 6

 A moving average accommodates rea-
 sonably well some standard observations
 about the greater impact of recent ob-
 servations, i.e., recency effects; it does
 not accommodate observations about the
 differential impact of early observations,
 i.e., primacy effects. Adding primacy ef-
 fects would have two modest conse-
 quences: (1) it would accentuate sam-
 pling error, and (2) it would reduce
 slightly the exit rate from a job after the
 first few performances. Neither of these
 affects the general implications drawn,
 though such a modification might be
 useful in a specific case. A more funda-
 mental modification, in which the out-
 come of one performance affects the
 probability of success on a subsequent
 performance, is more complicated and
 has not been investigated.

 Performance Sampling in Social Matches

 4. Before age 58, promotion rate decreases as age in-
 creases (controlling for length of tenure and number of
 superintendencies). This effect is small and subject to rela-
 tively large fluctuations.

 The retirement effect seems largely irrelevant to other pro-
 cesses that lead to dissolution of a match, and is used only
 to justify limiting our attention to data on superintendents
 younger than 58. The other features of the deviations from
 strictly constant departures are generally consistent with
 previous studies of the duration of jobs (Lane and Andrew,
 1955; Bartholomew, 1973; Tuma, 1976). Duration of
 matches in employment can often be approximated by dis-
 tributions (e.g., the lognormal) characterized by a long right-
 side tail and a mode near, but not at, the left extreme point.

 PERFORMANCE SAMPLING MODELS

 In a career system in which managerial performance is
 sampled, individual managers are sorted (i.e., fired, retained,
 or promoted) on the basis of estimates about their
 capabilities formed from observations of their performances.
 Such a system is describable in terms of the attributes of
 individuals that affect their performances (individual
 capabilities), sampling procedures by which performances
 are observed (observation rules), the inferences that trans-
 form a specific history of observations into a reputation (es-
 timation rules), and the procedures by which a reputation is
 converted into a career through personal mobility (decision
 rules).

 In the models to be explored, the following assumptions are
 made:

 Capabilities. Individual capabilities are assumed to be
 summarized by the probability that a particular individual will
 execute a successful performance at a particular time.

 Observation. Opportunities for performances are assumed
 to occur at a fixed rate over time and a random sample of
 those performances is assumed to be observed. The obser-
 vations are assumed to be without error. The history of
 observations of a particular individual is a record of suc-
 cesses and failures, each with a time subscript.

 Estimation. Once a minimum number of observations is
 recorded, reputation is assumed to be a moving average of
 the proportion of observed performances that are suc-
 cesses. The relative importance of past performances de-
 clines with distance from the present, where distance is
 measured in terms of both time and job changes.6

 Decision. Decisions are assumed to be dictated by a reten-
 tion band defined on the range of possible reputations.
 Reputations higher than the band lead to promotion; reputa-
 tions lower than the band lead to exit.

 Thus, managers are assumed to bring some skills to their
 jobs. They and the world form estimates of those skills by
 sampling outcomes determined (probabilistically) by the
 skills. On the basis of these estimates, managers are pro-
 moted, retained, or removed. A career is produced by a se-
 quence of observed performances, their outcomes, and the
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 resultant promotions or exits. Except for sampling error, var-
 iations in managerial careers will reflect variations in mana-
 gerial skill. Better managers will be promoted faster and to
 better jobs than poorer managers.

 Performance sampling models are essentially acceptance in-
 spection schemes, in which a manager's performances over
 time are seen as a sample drawn from the universe of all
 possible performances. Decisions are made to accept (i.e.,
 promote), reject (i.e., fire), or continue sampling (i.e., retain)
 a manager on the basis of the number of observations and
 the number of those observations in which the perform-
 ances are judged to be failures.

 Acceptance inspection plans usually seek a minimal cost
 procedure ensuring both that the probability of rejecting a lot
 does not exceed some fixed level, a, whenever the true
 proportion of failures is less than some number, p0; and that
 the probability of accepting a lot does not exceed another
 fixed level, j3, whenever the true proportion of failures is
 greater than another number, Pi. This leads to a continuation
 band defined by two parallel lines on an inspection chart,
 and is the basis for an extensive literature (Wald, 1947;
 Shiriaev, 1973).

 The focus is reversed when performance sampling is con-
 sidered as an organizational phenomenon. Instead of deriv-
 ing decision rules from prior objectives, we examine conse-
 quences arising from given decision rules. Decision rules are
 assumed to be specified in terms of a fixed proportion of
 successes for promotion and some other fixed proportion of
 successes for exit. The resulting retention region is defined
 by two diverging lines on an inspection chart, as shown in
 Figure 1. A manager's record of successes and failures can
 be plotted on this chart. Each observed performance leads
 to movement of one unit on the horizontal axis. If that per-

 20-

 (n

 20 Promotion
 cn 15 -

 0/)

 0

 10 1 Retention E

 5-

 Exit Region

 0 5 10 15 20 25

 Number of Observed Performances

 Figure 1: Acceptance graph for performance sample (S =0.90, F=0.25).
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 Performance Sampling in Social Matches

 formance is a success, it leads to movement of one unit on
 the vertical axis. The objective here is not to design a better
 performance sampling procedure but to understand the im-
 plications for careers of following such procedures.

 The record of an individual is a sequential sample of suc-
 cesses and failures determined probabilistically by the rate
 of performances, the chance of success, and the chance of
 observation. Part of the variation in records will be due to
 differences in individual capabilities. Highly capable individu-
 als will have, on average, better records than less capable
 individuals. Part of the variation in records, however, will be
 due to probabilistic variation in success and observation.
 Even if the chance of success in any particular performance
 were the same for all managers, there would be variation

 among managers in the proportion of successes. Even if the
 sampling proportion of observations were the same for all
 managers, there would be variation among managers in the
 actual number of observations taken, per unit time. In com-
 bination, these sources of random variation will produce dif-
 ferences in records of managerial performance that are not
 due to underlying differences in capabilities.

 The number and magnitude of such sampling errors depend
 on the number of observed performances of individuals (a
 joint product of the performance rate, the sampling rate, and
 time), the capability of the individuals, and the total number
 of individuals on whom records are kept. If there are a rela-
 tively small number of observations, capabilities that are
 neither almost zero nor almost one, and a large number of
 individuals, there will be a nontrivial number of records that
 deviate considerably from the true capabilities they are in-
 tended to describe.

 In addition, performance sampling involves record sorting.
 That is, managers with good records are promoted; manag-
 ers with bad records exit. Regardless of the underlying
 capabilities of managers, records held by managers remain-
 ing in a job are those showing proportions of successes
 within the retention reqion. If reputations carry over to new
 jobs, then the mix of reputations involved at the start of
 each better job is affected by the decision rules. This sorting
 of records leads to a changing mix of records even when
 there is no change in either the underlying capabilities of
 individual managers or in the mix of capabilities represented
 by managers in jobs.

 These effects are explored initially here by looking at how
 performance sampling yields a distribution of records and
 thus a distribution of promotions and exits under conditions
 in which all individuals have the same capabilities. That is,
 variations in careers are due to chance fluctuations in a
 probabilistic process of gathering performance information
 about managers. First, a simplified form of performance
 sampling is considered, in which the relevance of past per-
 formance does not decay with time or change of job.

 If it is assumed that each individual has the same, unchang-
 ing capability and that estimation procedures treat every ob-
 servation as equally valid (i.e., there is no loss of memory or
 relevance for observed performance over time), exit and
 promotion rates per performance depend on:
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 P = the probability that a performance will be successful,
 R = the probability that a performance will be observed,
 F = the minimum acceptable proportion of observed per-
 formances that are successes (the exit level),
 S = the maximum acceptable proportion of observed per-
 formances that are successes (the promotion level), and
 L = the minimum number of observations required before
 decision.

 Exit and promotion rates per unit time depend, in addition,
 on the performance rate over time.

 The procedures described make promotion and exit a com-
 pound result of two stochastic processes: sampling and per-
 formance. The performance process generates a distribution
 of successes and failures. The sampling process selects a
 sample of those performances. If sampling and success
 rates are fixed and independent, they yield a fixed probability
 of an observed success for each period. These processes
 are, however, further affected by the delay in first judgment
 and the sequential decision process. Delay in the first judg-
 ment generates a distribution of first judgment times (from
 the sampling rate). The decision process sequentially chops
 the tails off the distribution of successes and failures and
 fills the next jobs with individuals who have records in the
 successful tail of the distribution.

 Performance sampling generates a record of performance
 outcomes. A record has as its numerator the number of
 observed successes, K, and as its denominator the number
 of observations, J. Exit and promotion rates depend on the
 relation between this record and the retention region, (F, S),
 at a series of decision points beginning at J=L and continu-
 ing through J=L+1, J=L+2, and so on.

 If we ignore the optional stopping produced by the decision
 rules, it is clear that KIJ approaches P as J becomes indefi-
 nitely large, and that the variance of KIJ around P is approx-
 imately P(1 -P)IJ. Thus, exit or promotion "errors" at the
 first decision point will become smaller as L becomes larger.
 If P lies within the retention region, exit and promotion rates
 at the first decision point will decline monotonically with L.

 First decision points will be distributed across individuals.
 The performance, H, at which the Lth observation will be
 made is distributed as the negative binomial:

 (1) Probability (H=h) ( -1 R L (1 R) h-L,

 where h > L. For any number of observations, J, it is possible
 to determine Uj, the highest integer value for K that makes
 KIJ < S; and WJ, the lowest integer value for K that makes
 KIJ > F. Uj and Wj correspond to the acceptance and rejec-
 tion numbers of acceptance sampling, am and rm, in Wald's
 notation. At the first decision point, J=L, the probability that
 a record will lie within the retention region is given by

 (2) Probability (UL > K > WL) = i (1P) Li

 therefore, D1, the performance immediately preceding a first
 decision departure is distributed according to
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 Performance Sampling in Social Matches

 h/ 1 \ j hLf ULpi( )L- (3) Probability (D1 =h)(L2) R(L1 -R)h Ej L 1

 Although this fairly simple expression for first decision de-
 partures over time can be generated, nth decision depar-
 tures are more complicated. In particular, the probability that
 KIJ will be in the retention region for J=T is not independent
 of the value of KIJ at T-1, and thus the effect of the deci-
 sion truncation of the distribution when T > L cannot be
 ignored. For any particular set of values for the parameters,
 calculating the result is frequently not overly complicated,
 but a general analytical expression for the distribution of all
 departures over time is relatively cumbersome to write and
 involves a cascade of conditional probabilities. However, it is
 possible to show the results for selected cases. This is done
 for promotion probabilities in Figure 2.

 The distributions shown in Figure 2 are plotted across per-
 formances in the first job. Converting a performance axis to
 a time axis requires specifying the rate of performance over
 time. Extending the analysis to subsequent jobs is not so
 simple, but the general character of the outcomes can be
 derived. Individuals entering their first jobs are assumed in

 R = 0.80
 F = 0.45
 S = 0.60
 L =6
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 Figure 2: Promotion probability as a function of number of performances

 for various capabilities (P).
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 the model to have no records. In second and subsequent
 jobs, they bring with them a record in which KIJ > S. As a
 result, it is clear that departures in the second job will have
 a higher proportion of promotions (rather than exits) than
 will departures in the first job. This assumes that the only
 individuals who have a second job are promoted directly
 from a first. Among the Wisconsin superintendents, the
 analysis is complicated by some people exiting from a first
 job and subsequently (after an interruption of one or more
 years) returning to a second. This moderates, but does not
 change the effect, as long as the numbers of such people
 are fairly small. It is also possible, of course, that the record
 accumulated during the interruption brings such superin-
 tendents back with starting records in which KIJ > S. In the
 third and subsequent jobs, starting values for KIJ are not
 systematically different from those on entering the previous
 job (if the retention region is the same for all jobs), but J
 becomes systematically larger from one job to the next. As
 a result, it is also clear that each subsequent job will have a
 higher proportion of all departures that are promotions.
 Some results for selected values are shown in the Table.

 Table

 Proportion of Departures that are Promotions, by Job and Value of P,
 First 12 Observed Performances on Each Job*

 Value of P

 0.10 0.20 0.30 0.40 0.50 0.60 0.70 0.80 0.90

 Job
 1 0.001 0.020 0.088 0.230 0.442 0.674 0.861 0.964 0.997

 2 0.004 0.047 0.201 0.495 0.787 0.940 0.990 0.999 1.000

 3 0.015 0.131 0.493 0.849 0.972 0.996 1.000 1.000 1.000

 R-probability of observing a performance =0.80

 F-exit level = 0.45

 S-promotion level = 0.60

 L-minimum number of observations = 6

 In the discussion thus far not only has it been assumed that
 each individual has the same unchanging capability, but also
 that all observations are equally relevant across time and
 changes in jobs. The original assumptions were different.
 They reflected the ordinary expectation that relevance of
 past performance for estimating individual capabilities in a
 current job would decay with distance in time and with
 changes in jobs. Estimators act as though they assume that
 capabilities change over time, and that capabilities required
 by one job are not necessarily the same as those required
 by another. Thus, more recent observations are treated as
 more relevant than older ones, and observations from the
 current job are treated as more relevant than observations
 from previous ones. The consequence of this is to increase
 sampling error and thus (if P lies within the retention region)
 to reduce the rate of change in departure rates as a function
 of tenure in a match and number of previous matches. The
 weighting of recent experiences more heavily than distant
 ones increases sampling error; if P is constant across indi-
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 7

 When the models were compared with
 the Wisconsin data, the same parame-
 ters were used for all three cases, ex-
 cept for the assumptions about individual
 capabilities. Some effort was made to
 find a set of parameters that fit Wiscon-
 sin data reasonably well, but the search
 was not exhaustive through the parame-
 ter space. The acceptance region was set
 at (0.25, 0.95) for all jobs, the sampling
 rate at 0.30, and the first decision point
 after two observations. In addition, it was
 necessary to specify the rate at which
 performances occurred over time (4 per
 year) and the reputation function that
 made the relative importance of past
 successes and failures decline with the
 passage of time and change of jobs, an
 exponentially weighted moving average.
 After n observations, of which m were
 successes, the reputation of an individual
 manager was given by:

 m fl

 1.Dk) W D(j)
 k=1 j=1

 where D(k) is the distance from the start
 of a career to the kth success, and D(j) is
 the distance from the start of a career to
 the jth observation, and where distance
 is simply the number of performances
 observed thus far in a career plus eight
 times the number of job changes. Thus,
 a job change is treated as reducing the
 relevance of past successes and failures
 by the same amount as the instantane-
 ous passage of the time required for
 eight observations. Since only superin-
 tendents who were less than 58 years
 old were considered, some assumptions
 were required about the entering ages of
 individuals. Superintendents were as-
 sumed to begin their last pre-
 superintendency job at ages uniformly
 distributed from age 26 to 40. Finally,
 some superintendents were assumed to
 have had interruptions in their careers.
 That is, they left a superintendency to go
 to some other job and subsequently re-
 turned to a superintendency. This ac-
 counts for a minority of the cases; but in
 the model, superintendents who exited
 returned to a new superintendency after
 some number of years (during which
 they aged and changed the relevance of
 past reputation by the equivalent of one
 additional job change) at a rate deter-
 mined by parameters estimated in an ear-
 lier paper (March and March, 1977).

 8

 The initial pool of potential superintend-
 ents is assumed to include individuals
 with a uniform distribution of capabilities
 ranging from P = 0.30 to P = 0.60.

 9

 The initial capability is the same for all
 potential superintendents (P0 = 0.45).
 Whenever a performance is observed,
 the individual manager involved learns. If
 Pj is the probability of success on the
 Jth observed performances, the probabil-
 ity of success on the next performance
 will be Pj + 0.003(1 - Pj).

 10

 The capability is fixed at P = 0.50.

 Performance Sampling in Social Matches

 viduals and time. It reflects the fact that such weighting
 schemes surrender some precision in estimating P. if it is
 constant, in order to protect against the possibility that it is
 not. Departure rates will decline over duration of a match
 and across a sequence of matches, but the decline will be
 slower than would be observed if all outcomes were
 counted without regard to their recency. The magnitude of
 the difference depends on the specific estimation function
 assumed, but the data from Wisconsin suggest a relatively
 high discount rate on the relevance of past successes to
 current reputation.

 Performance sampling models predict the basic qualitative
 features of data on the length of Wisconsin superintenden-
 cies, as well as other data on job duration. For reasonable
 parameters, they will produce promotion and exit rates that
 rise briefly at the beginning of a match and then decline
 with duration, and they predict that the ratio of promotion
 rates to exit rates will increase over a sequence of jobs.
 These qualitative characteristics are not unique properties of
 performance sampling models. Theories of social sorting and
 mutual adaptation in social matches both predict that promo-
 tion and exit rates will decline with increased duration of a
 match. Although neither theory predicts the relatively low
 level of departure rates in the early years of a match, it is
 not hard to graft a distribution of first decision times onto
 either in such a way as to produce a "honeymoon." The
 changing ratio of promotions to exits is easily accommo-
 dated within a social sorting theory, less easily within a
 mutual adaptation theory.

 A potential advantage of a performance sampling model is
 that it conforms to ordinary descriptions of performance
 evaluation and does not require either that there be
 heterogeneity in the capabilities of individuals or that their
 capabilities be changing over time. If the population of man-
 agers varies in fit to a match, either across individuals or
 across duration of the match, performance sampling will
 (under fairly general conditions) produce the same basic re-
 sults. But even if they do not vary, or if they improve not
 their fit to the match but their capabilities for promotion,
 performance sampling will still yield the same pattern. This
 last property of performance sampling can be exhibited by
 considering three variations of the models and comparing
 them to the observed pattern of promotions and exits from
 Wisconsin superintendencies.7 The three versions posit dif-
 ferent basic -ideas about superintendents:

 Version 1: heterogeneity. The pool of potential superintendents has a
 distribution of individual capabilities.8 Those capabilities remain constant for
 any one individual, but the average capability of the group of remaining
 superintendents can change over time.

 Version 2: learning. The pool consists of individuals who initially have the
 same capabilities. However, an individual's capability improves with each
 observed performance. Learning rates are the same for each individual, but
 the history of experiences may differ.9

 Version 3: homogeneity. The pool consists of individuals, each of whom
 has the same capability. Those capabilities remain constant throughout their
 experience.10

 The three versions are different. In the first, individuals dif-
 fer but do not change over time (although the mix does); in,
 the second, individuals are initially the same but change over
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 11

 The results discussed are based on
 monte carlo simulations of the models.
 The models take individuals from the
 start of their final pre-superintendency
 jobs and follow them through their
 careers until they become 58, or leave
 the ranks of superintendents perma-
 nently, The predictions from the models
 are compared with the observed data
 through 1972 for Wisconsin superintend-
 ents who began their careers between
 1940 and 1972. From either the data or
 the models we can obtain the age-and-
 tenure-specific rates of promotion to
 another superintendency and exit for
 first, second, and subsequent superin-
 tendencies. The analyses reported are
 based on comparing these outcomes. In
 some cases, the report is in terms of the
 departure rate (the sum of promotion and
 exit rates) or the continuation rate (1 -
 departure rate).

 12

 All of the correlations across career sur-
 faces reported in this section consider
 the 1970 points in the first two superin-
 tendencies of careers for which an esti-
 mate of the age-and-tenure-specific de-
 parture rate was based on at least 12
 cases in the observed data. 104 of the
 points involve the first superintendency,
 and 66 involve the second. The correla-
 tions compared estimates of departure
 rates generated by the model with esti-
 mates obtained from the data. Because
 of the relatively high attrition rate, most
 of the points are concentrated in the
 early tenures and ages between 30 and
 45.

 time as a result of their experiences; in the third, individuals
 are indistinguishable in capabilities and do not change with
 experience. Superimposed on these differences is a per-
 formances sampling process. In each case, individuals ac-
 cumulate records on the basis of experience and are pro-
 moted or exit on the basis of their reputations.

 Each version of a performance sampling model predicts an-
 nual rates of promotion, exit, and arrival at age 58 across
 complete histories of three (or fewer) consecutive appoint-
 ments to superintendencies, including the effects of inter-
 ruptions in careers between jobs. More precisely, each ver-
 sion predicts a distribution of such histories.11 The versions
 can be compared with each other and with the data in a
 number of ways, but the interpretation must be cautious.
 The number of parameters is relatively large, and the ob-
 served data on age-and-tenure-specific departure rates are,
 in many cases, based on only a few observations. No at-
 tempt was made to find the best-fitting estimates for the
 parameters of the models, and the comments that follow
 are limited to those that are relatively insensitive to changes
 in parameters.

 Three things can be said with modest confidence about
 these three versions of a performance sampling model.
 First, performance sampling generates the same basic pat-
 tern of predictions under any of the versions specified. The
 correlations across the predicted career surfaces of pairs of
 the versions are 0.47, 0.36, and 0.33;12 and the general
 character of the surfaces is the same in each case.

 The specific quantitative predictions are not, of course, in-
 dependent of the specific assumptions about the mag-
 nitudes and character of distributions of capabilities (as well
 as other parameters). In particular, it should be noted that
 the version in which variation among individuals is assumed
 yields a different pattern of departures during the (early)
 presuperintendency phase of careers. Specifically, exit rates
 are higher than in the other models. These exits reduce skill
 heterogeneity among individuals who are promoted to a first
 superintendency. Since performance sampling will obscure
 moderate variations among individuals, but not large ones,
 the closer you come to the top of a career chain, the less
 the variation, and the more Version 1 and Version 3 become
 indistinguishable. Similarly, Version 2 in which learning is
 assumed, will not produce the same qualitative results as
 the others under all conditions. If learning is rapid or the
 learning experience prolonged, there should be a tendency
 for promotion rates to rise while exit rates decline. What is
 significant here is that such a clear long-run implication of a
 model is not seen in the short run.

 The similarities among results under a wide range of as-
 sumptions about the attributes of individuals suggest that
 sampling phenomena associated with performance evalua-
 tion can become significant enough to mask variations in the
 underlying attributes of individuals, even in cases in which
 those underlying attributes are known to affect job perform-
 ance. If the world were a performance sampling world of
 the kind described, it would be difficult, on the basis of
 observing the structure of careers, to tell whether managers
 differed considerably or were truly indistinguishable.
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 Performance Sampling in Social Matches

 Second, all of the versions improve on simple Markov mod-
 els of the process, but none of them is a very precise pre-
 dictor of observed rates. When observed continuation rates
 associated with duration of match and age of superintend-
 ent are correlated with the predicted rates of each version
 of the model, the correlations are consistently greater than
 zero. The correlations are not high, ranging from 0.26 to
 0.17.

 The process shows significant sampling variation in the es-
 timates of age-and-tenure-specific departure rates when
 the cohort size is the same as is found in the Wisconsin
 data. When several probabilistically identical monte carlo
 simulations of the same version of the model are correlated
 with each other, using cohorts of the same approximate
 size as the data cohort, correlations across replications of
 the same model are only slightly higher than those found in
 comparing such simulations with the data. This indicates
 that the models would be unlikely to fit the data much bet-
 ter than they do, even if the theory precisely captured real-
 ity; but one should perhaps be conservative about using
 such a result as a basis for conference in a theory.

 Third, each of the models captures the qualitative features
 already noted as characteristics of the data. In the models,
 as in the data, both promotion rate and exit rate show a
 similar pattern as a function of tenure, controlling for age
 and number of superintendencies. The rates are relatively
 low the first year, rise to a peak about the second, third, or
 fourth year, and decline irregularly thereafter. The exit rate
 appears to peak a little later than the promotion rate. Before
 age 58, the relative magnitudes of promotion rate and exit
 rate change as a function of the number of superintenden-
 cies served. Promotion rates become relatively larger from
 one superintendency to the next. Before age 58, promotion
 rates decrease as age increases, controlling for length of
 match and number of superintendencies. This effect is small
 and subject to relatively large fluctuations. In all these re-
 spects, the models match the data.

 The consistency of the models with the data suggests per-
 formance sampling explanations for some phenomena that
 have more commonly been interpreted otherwise. In addi-
 tion, it is possible to suggest some reasons why promotion
 rates decline with age and why exit rates peak later than
 promotion rates. Since age does not enter explicitly into the
 models, any predicted age effect is spurious. Within the
 models, promotion rate decreases as age increases, control-
 ling for length of match and number of superintendencies,
 apparently because age is related to differences in the past
 records of superintendents that are not controlled by length
 of match and number of earlier superintendencies, specifi-
 cally such things as whether arrival at the present superin-
 tendency has followed directly upon departure from a previ-
 ous one and the length of the record in earlier jobs.

 Similarly, the fact that exit rates in the model (as in the data)
 peak slightly later in the duration of a match than promotion
 rates has a natural performance sampling interpretation. Exit
 rates peak later because of record sorting. Individuals begin-
 ning a job tend to have good records. That is how they were
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 promoted to the job. Over time, some of them will accumu-
 late enough new performance failures to reach the exit
 point, but on the average it will take longer to reach that
 point than the promotion point, given that they begin with a
 successful record.

 Within the limitations of the data and the character of the
 models, these specific performance sampling models predict
 patterns of movement through careers that are consistent
 with the Wisconsin data. Personnel evaluation and promo-
 tion procedures having the basic characteristics of perform-
 ance sampling can be expected to produce outcomes similar
 to those observed in Wisconsin even under circumstances
 that deviate considerably (as in the case of Version 3) from
 the rationale of those procedures and common interpreta-
 tions of those outcomes. If managers get ahead because
 they do well, and the procedures by which they are evalu-
 ated involve performance sampling, about the same pattern
 of careers should be expected regardless of moderate
 heterogeneity among them in their abilities to perform suc-
 cessfully on the job, or to learn over the course of the job.

 DISCUSSION

 The formation of a match between an individual and a job in
 an administrative or career hierarchy is based on imperfect
 information gathered partly through the observation of per-
 formances. On the basis of such observations, organizations
 sort individual managers into reputational categories. People
 come to be viewed as incompetent, and are fired; as excep-
 tionally qualified, and are promoted; or as adequate, and are
 retained. Similarly, managers sort organizations into reputa-
 tional categories. Organizations come to be viewed as un-
 manageable, and are avoided; as outstanding, and are
 sought; or as adequate, and are neither avoided nor pur-
 sued.

 Since performance sampling is subject to sampling variation,
 at least some of the sorting among individuals and organiza-
 tions and the variations in careers and turnover they produce
 could be due to sampling error, rather than to individual dif-
 ferences in administrative competence or organizational dif-
 ferences in manageability. This seems particularly likely near
 the top levels in an administrative career hierarchy, where
 the samples of performance are comparatively small, their
 evaluation comparatively difficult, and the variation among
 individuals at the end of a series of evaluations compara-
 tively small.

 Performance sampling processes show properties that are
 independent of their details and are of some importance for
 appreciating how careers can yield subjectively compelling
 impressions of causal determinacy, as in the following spe-
 cific examples.

 1. False record effect. A group of managers of identical
 (moderate) ability will show considerable variation in their
 performance records in the short run. Some will be found at
 one end of the distribution and will be viewed as outstand-
 ing; others will be at the other end and will be viewed as
 ineffective. The longer a manager stays in a job, the less the
 probable difference between the observed record of per-
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 Performance Sampling in Social Matches

 formance and actual ability. Time on the job increases the
 expected sample of observations, reduces expected sam-
 pling error, and thus reduces the chance that the manager
 (of moderate ability) will either be promoted or exit.

 2. Hero effect. Within a group of managers of varying abili-
 ties, the faster the rate of promotion, the less likely it is to
 be justified. Performance records are produced by a combi-
 nation of underlying ability and sampling variation. Managers
 who have good records are more likely to have high ability
 than managers who have poor records, but the reliability of
 the differentiation is small when records are short.

 3. Disappointment effect. On the average, new managers
 will be a disappointment. The performance records by which
 managers are evaluated are subject to sampling error. Since
 a manager is promoted to a new job on the basis of a good
 previous record, the proportion of promoted managers
 whose past records are better than their abilities will be
 greater than the proportion whose past records are poorer.
 As a result, on the average, managers will do less well in
 their new jobs than they did in their old ones, and observers
 will come to believe that higher level jobs are more difficult
 than lower level ones, even if they are not.

 The generality of such characteristics of performance sam-
 pling is supported by the present examination of three alter-
 native variants of a performance sampling model. Although
 the three variants are quite different and make different as-
 sumptions about individual managers, they all yield results
 similar to each other, and they all capture the major features
 of data on a 33-year record of careers in educational admin-
 istration in Wisconsin. Apparently, the general behavior of
 these models is due less to assumptions about managers
 than to assumptions about the process of evaluating suc-
 cess and failure in management. Specifically, if managers
 are evaluated on the basis of critical incidents that are in-
 frequent (but not rare) and accumulate reputations based on
 those evaluations, aggregate career results will be domi-
 nated by chance variations in sample observations, and pat-
 terns in top administrative careers will not be much affected
 either by variations in initial skill among entrants into the
 pool of administrators or by learning on the job.

 There are reasons for anticipating nearly random careers
 among top administrators in educational organizations
 (March and March, 1977). The social sorting that takes place
 on the way to the career and during it, the ambiguity of
 judgment within educational organizations, and the stability
 of educational activities often seem to operate to make su-
 perintendents indistinguishable. The present results rein-
 force the idea that indistinguishability among managers is a
 joint property of the individuals being evaluated and the pro-
 cess by which they are evaluated. Performance sampling
 models show how careers may be the consequence of er-
 roneous interpretations of variations in performances pro-
 duced by equivalent managers. But they also indicate that
 the same pattern of careers could be the consequence of
 unreliable evaluation of managers who do, in fact, differ, or
 of managers who do, in fact, learn over the course of their
 experience.
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 The role of performance sampling in other organizations or
 matches is unclear, but there is reason to suspect that the
 model may be applicable in other settings. For example, a
 key assumption of the performance sampling model is that
 promotion and retention decisions depend only on the pro-
 portion of successes observed and not on the total number
 of observations on which that proportion is based, once the
 first decision point is reached. Since such an assumption
 ignores the unreliability of estimates based on small sam-
 ples, it might be questioned as improbable, or perhaps listed
 as unique to educational organizations. In fact, the assump-
 tion is consistent with experimental studies of individual de-
 cision behavior. Tversky and Kahneman, as well as others
 (Tversky and Kahneman, 1971; Kahneman and Tversky,
 1972; Tversky and Kahneman, 1974; Slovic, Fischhoff, and
 Lichtenstein, 1977), have cited considerable evidence that
 individuals confronted with problems requiring the estima-
 tion of proportions act as though sample size were substan-
 tially irrelevant to the reliability of their estimates. The
 present analysis can be viewed as an extension of those
 studies as well as some indirect confirmation of the gener-
 ality of their results.

 The plausibility of the process suggests that other social
 pairings should be expected to show patterns attributable to
 the ways in which performance sampling generates reputa-
 tions not necessarily identical to the underlying distribution
 of qualities. Husbands and wives, buyers and sellers, land-
 lords and tenants, students and teachers all resolve some
 elements of uncertainty about their choices through the
 sampling of performance in a match. Where the variation in
 qualities is modest, as it often is in a socially-controlled sys-
 tem of matches, the opportunities for evaluation infrequent,
 and the memory (or presumed relevance) of previous expe-
 rience declines over time, many of the details of a system
 of matches among those individuals, institutions, or goods
 permitted to enter the pool of eligibles will be explicable in
 terms of sampling variation in performance evaluation. If
 there are differences in individual attributes, these differ-
 ences will not translate reliably into differences in reputa-
 tions. If there are no differences in attributes, there will
 nevertheless appear to be some; and those appearances will
 be nearly as compelling as they would be if the true differ-
 ences were substantial.
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